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ABSTRACT

 Basic facts about measure-preserving transformations and the ergodic theo-
rem are reviewed with an emphasis on discrete spaces. These ideas are then used 
to derive an estimate for the number of approximate matches between a fixed 
word and a long sequence of randomly generated characters over an alphabet. 
This is followed by a discussion of generalizations, and potential applications to 
molecular probe design.
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INTRODUCTION

 The goal of this paper is to outline an approach for the statistical analysis of 
words in biosequences based on ideas from statistical mechanics and informa-
tion theory. Although the ideas discussed here may be applicable to other biose-
quences, such as proteins, we restrict are attention nucleic acids. The structure 
of the paper is as follows: the next two sections dispense with the mathematical 
preliminaries, after that, we develop the application that is the main focus of this 
paper. Finally, we discuss some unanswered questions, and other avenues of pos-
sible research.

THE INDIVIDUAL (BIRKHOFF) ERGODIC THEOREM

 In this section, we introduce the mathematical formalism used in this paper. 
In the interest of brevity, we merely summarize key concepts and results. Details, 
including proofs of the stated theorems, may be found in (Billingsley 1965), or 
(Reed et al. 1980). Note also that the latter reference contains an introduction 
to the concepts of measure theory used here.
 Let Ω denote a probability space with σ-field F and probability measure  
ρ : F → [0,1] set X in Ω is measurable if X ∈ F. This is a mathematical technical-
ity that insures the measure, or probability of occurrence, ρ(X) of  X makes sense. 
A function f  between two measure spaces is measurable if the pre-image f -1(Y) 
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is measurable whenever Y is measurable. (Another technicality insuring the exis-
tence of the integral of a function.) We denote the space of real-valued Lebesgue 
integrable functions on Ω by L1(Ω,ρ). The expectation of a measurable function  
f  ∈ L1(Ω,ρ) will be denoted by E[f ]. Recall that, by definition, E[f ] is the aver-
age value of f over Ω with respect to ρ, and is given by the integral

 E[f ] := ⌠
Ω

  f d ρ
  

⌡

Note also that under certain circumstances (such as when Ω is a finite set) the 
integral reduces to a sum.
 We say that a map τ : Ω → Ω (which we always assume to be invertible) is 
ρ-measure preserving if ρ(τ(X)) = ρ(X) for every X ∈ C. A ρ-measure preserving 
transformation is said to be ergodic if the only invariant measurable sets in F 
are trivial in the sense that they have measure 0 or 1. That is, if X ∈ F, and if  
τ(X) = X, then ρ(X) = 0 or 1. We think of  Ω as the set of possible states of some 
system, and a measurable set X ∈ F as an ensemble of allowable states, or an 
event. Further, we regard an integrable function f on Ω as an observable. The set 
X ⊆ Ω is proper if it represents an ensemble of states with probability of occur-
rence 0 < ρ(X) < 1. That is, neither the occurrence nor the nonoccurrence of X is 
certain. Thus, a ρ-measure preserving transformation τ is ergodic if there are no 
proper measurable subsets of Ω which are invariant under the action of τ. 
 Note that two measurable sets, X and Y, may have the property that X ≠ Y 
and yet ρ((X – Y) ∪ (Y – X)) = 0. We then say that X and Y differ on a set of mea-
sure zero. Two functions are said to agree almost everywhere (a.e.) if the subset in 
Ω on which they differ has measure zero. With these definitions, the individual 
ergodic theorem can be stated as follows:

 Individual Ergodic Theorem: Let τ : Ω → Ω be a ρ-measure preserving 
transformation on Ω. Then for any f ∈ L1 (Ω, ρ), there exists some function  
f  # ∈ L1 (Ω, ρ) such that

lim — ∑ f (τr ω) = f  #(ω)   a.e.

Furthermore, if τ is ergodic, we have

f  #(ω) = E[f ]   a.e.

 Let’s consider briefly what this theorem means. We may think of the set of 
iterates {τr}r=0 of τ on Ω as a discrete version of the time evolution of a dynamical 
system. The above theorem then states that the “time average” of the observable f 
(initially evaluated at some “generic” state ω) is tends to its average value over the 
state space Ω. This is essentially the 0th law of thermodynamics, which asserts 
that any system approaches an equilibrium state.
 There is a stronger property than ergodicity called mixing. Its usefulness lies 
in the fact that it’s often easier to show a transformation is mixing than to show 
that it’s ergodic.

1
nn→∞ r=0

n−1

∞
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 Definition: An invertible ρ-measure preserving transformation τ : Ω → Ω 
is said to be mixing if, for any pair of measurable sets X, Y ∈ F , we have

lim ρ(X ∩ τn(Y)) = ρ(X) ρ(Y)

 A word about the meaning of this definition is perhaps also in order. It essen-
tially says that, as n grows larger and larger, the set τn (Y)spreads out uniformly 
over Ω. Hence, as our system evolves (n → ∞), any proper ensemble of states 
Y will visit a given proper ensemble X infinitely often. (For large enough n, the 
intersection of sets on the left-hand side of the above equation must always have 
positive measure, and hence is nonempty). Furthermore, in the limit, X and  
τn(Y) are not correlated as events.

 Theorem: If τ : Ω → Ω is mixing, then it is also ergodic.

 Note that there is another form of the ergodic theorem, called the mean (von 
Neumann) ergodic theorem. Von Neumann’s version describes the behavior, 
under averaging, of the iterates a unitary operator U on the Hilbert space of 
square-integrable functions L2 (Ω, ρ). These two ergodic theorems are related 
through a program known as “Koopmanism”, which establishes a connection by 
defining U via U(f )(ω) := f (τ(ω)), where τ is assumed to be ρ-measure preserv-
ing. Koopman’s program is to describe interesting properties of τ in terms of the 
spectral properties of U (Reed et al. 1980). The latter approach is beyond the 
scope of this paper, but see the discussion below.

BERNOULLI SEQUENCES AND THE SHIFT OPERATOR

 Now we consider a particular example. Our approach is adapted from (Bill-
ingsley 1965).
 Let A = {a1, ⋅ ⋅ ⋅ , ad} denote a finite set with cardinality d = | A |, and let the 
corresponding σ-field F = 2A be the collection of all subsets of A. We interpret 
A as the set of possible states of a random variable ω, and we think of ω as an 
“experiment”, similar to a coin toss, whose random outcome is one of the pos-
sible states specified by A. The case of particular interest to us is when A is the 
alphabet {A, C, G, T} of nucleotides appearing in a DNA sequence.
 Suppose we are given a probability measure ρ:A → [0,1] on A. Since A has 
finite cardinality, we may write ρj := ρ(aj) for the probability of occurrence of the 
state aj ∈ A. The stipulation that ρ is a probability measure implies, of course, 
that

ρ1 + ⋅ ⋅ ⋅ + ρd = 1

We want to calculate the expectation that the outcome of ω falls within a subset 
X ⊂ A. To that end, we define the indicator function IX : A → {0,1} of a set X by 
the rule that IX (a) = 1 if a ∈ X, and IX (a) = 0 otherwise. Then expectation of IX 

is given by
E[IX] = 1 ⋅ ρ(X) + 0 ⋅ ρ(X c) = ρ(X)

n→∞
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Where X c denotes the complement of X in A. We have just given a formal 
description of a single Bernoulli trial. Next, we wish to discuss doubly infinite 
sequences of such trials.
 A Bernoulli sequence with values in A is of the form ω = (⋅⋅⋅, ω-1, ω0, ω1, ⋅⋅⋅) 
where ωj : Z → A is an experiment of the type just described for each integer j. 
The state space Ω is taken to be the set of all such sequences. Our next task is 
to define an appropriate σ-field F on Ω, and a probability measure ρ on F. Let 
E ⊆ Am, where Am denotes the m-fold Cartesian product of A. For integers  
m, n with m ≥ 1, define a cylinder of length m starting at n in Ω to be a set of the 
form

Cn,m (E) := {ω ∈ Ω | (ωn, ⋅⋅⋅, ωn+m-1) ∈ E}

The desired σ-field F is then generated by means of (possibly countably infinite) 
unions and complementation of cylinders in Ω. Note that ∅ and Ω are members 
of F.
 A probability measure ρ:A → [0,1] extends naturally to the Cartesian 
product Am, which we also denote by ρ. This is accomplished by setting  
ρ(X1 × ⋅⋅⋅ × Xm) := ρ(X1) ⋅⋅⋅ ρ(Xm) on “cuboids” of the form X1 × ⋅⋅⋅ × Xm (where  
X j ⊆ A for 1 ≤ j ≤ m), and extending to Am via set-theoretic operations. The 
measure of a cylinder Cn,m(E) is then defined to be ρ(Cn,m(E)) := ρ(E). Standard 
measure-theoretic arguments (Billingsley 1965) allow us to extend ρ to all of F.
 We have defined our underlying space of interest, and now we wish to de-
scribe the transformation that gives us our “dynamics”. The Bernoulli shift opera-
tor is given by 

(τ ω)n = ωn+1

This operator takes a given Bernoulli sequence ω and creates a new one by shift-
ing each entry one position to the left. Note that the sequences in Ω must be 
doubly infinite in order for τ and its inverse to be well defined. Observe, also, 
that τ is ρ-measure preserving. This fact is obvious on cylinders.

 Theorem: The Bernoulli shift operator τ is ρ-measure preserving on the 
space of doubly infinite Bernoulli sequences . Furthermore, it is mixing, and 
hence ergodic.

APPROXIMATE MATCH COUNTS IN NUCLEIC ACID SEQUENCES

 There is a large degree of randomness to the nucleotide sequence of a ge-
nome: patterns exist, but the signal to noise ratio is generally weak. The statistics 
of such sequences has been the subject of study ever since data first became avail-
able, and various approaches to modeling the data have been considered. The 
best results are obtained by means of hidden Markov models, which postulate 
that the outcome of a given experiment (i.e., the nucleotide appearing at a given 
locus of the genome) depends on the outcome of one or more of its predeces-
sors. One application of this approach is the detection of statistically significant 
regional variations in nucleotide content (e.g., so-called “CpG islands”) within a 
genome. Details of this approach may be found in (Durbin et al. 1998).
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 The other main approach is to model DNA with Bernoulli trials, in which 
adjacent nucleotides are assumed to occur randomly and independently of each 
other. This model remains useful for many purposes. In (Melko et al. 2004), it 
was used to derive a formula for the expectation of approximate match counts 
between a molecular probe q and a long nucleotide sequence γ. The sequence 
could be a fragment of a genome, or an entire genome, for example. A molecular 
probe is a short nucleotide sequence (sometimes referred to as a “word”), which 
is chosen for its specificity to a particular sequence. Suppose that q has length m 
(i.e., consists of m nucleotides). We are interested in finding an estimate of the 
number of locations along γ where q and γ have k or fewer mismatches, where  
0 ≤ k ≤ m. This number is an example of what we mean by an approximate match 
count; we refer to it as the  k-mismatch count between q and γ, and denote it by 
θq(γ). We would like to estimate the value of θq(γ) from structural information 
about q and γ (such as GC-content). In order for q to be specific to γ, θq(γ) should 
be relatively large, while at the same time θq(γ∗) should be small for any sequence 
γ∗ chosen from some specified collection of sequences excluding γ. Implicit in 
this discussion is the assumption that the number of mismatches between q and 
a specific oligomer of length m (or m-mer) of γ correlates well with the stability 
of the duplex that they form. Assessing the validity of this assumption would 
require a careful study of the chemistry of DNA hybridization.
 We now take A to be the alphabet of nucleotides {A, C, G, T}, and view a 
sequence γ = (γ0, ⋅⋅⋅, γn-1) of length n, where γj ∈ A for 0 ≤ j ≤ n-1, as the partial 
outcome of an experiment ω = (⋅⋅⋅, ω-1, ω0, ω1, ⋅⋅⋅). Thus, each γj, for 0 ≤ j ≤ n-1, 
is the outcome of the random variable ωj. If we let ω(i, ⋅⋅⋅, j) denote the finite 
subsequence of ω starting at i and ending at j, then γ is a possible outcome of 
ω(0, ⋅⋅⋅, n-1).
 We estimate the probability of occurrence of a nucleotide in each ωj by 
calculating the relative frequency of occurrence of each nucleotide in γ. Here, 
it is convenient to index these probabilities by the elements of A, so we write  
{ρA, ρC, ρG, ρT} for the probabilities, which satisfy ρA + ρC + ρG + ρT = 1. 
Note that these probabilities depend on the choice of genome γ, and that  
θq(ω(0, ⋅⋅⋅, n-1)) is a random variable with possible outcome θq(γ).
 A k-mismatch between q and an m-mer in ω(0, ⋅⋅⋅, n-1) is an in-
stance in which τr(ω) falls inside a specified cylinder in F, for some r ≥ 0. 
To specify the cylinder,  first define the ball of radius k about q in Am to be  
Bk(q) := {p ∈ Am | d(q, p) ≤ k}, where d(q, p) denotes the number of mismatches 
between q and p. (The quantity d(q, p) is essentially the Hamming distance of 
information theory.) The desired cylinder is simply C0,m (Bk(q)). For notational 
convenience, we will assume that q and k are fixed, and set C = C0,m (Bk(q)). Our 
main result is then as follows: 

 Theorem: For values of n that are large in comparison to the length m of q, 
we have the relation

θq(ω(0, ⋅⋅⋅, n-1)) ≈ (n-m+1)ρ(Bk(q))

k k

k

k

k k

k
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Proof:  First, observe that 

θq(ω(0, ⋅⋅⋅, n-1)) = ∑ IC(τrω)

The term n-m+1 occurs here because it is the number of contiguous m-mers 
contained in a sequence of length n. The individual ergodic theorem states that

lim ——— ∑ IC(τrω) = E[IC]   a.e.

where τ is the Bernoulli shift. Hence, for large n, we have

——— ∑ IC(τrω) ≈ E[IC]   a.e.

This, together with the fact that E[IC] = ρ(C) = ρ(Bk(q)), implies

∑ IC(τrω) ≈ (n-m+1) ρ(Bk(q))   a.e.

from which the result follows.

DISCUSSION

 We begin by deriving an exact formula for the expectation of k-mismatch 
counts.

 Proposition: The expectation of the random variable θq(ω(0, ⋅⋅⋅, n-1)) satisfies

E[θq(ω(0, ⋅⋅⋅, n-1))] = (n-m+1) ρ(Bk(q))

Proof:  Take the expectation of both sides of the first equation in the proof of the 
previous theorem, and use the linearity of expectation to get

E[θq(ω(0, ⋅⋅⋅, n-1))] = ∑ E[IC oτr]

The result now follows from the fact that E[IC oτr] = ρ(Bk(q)) for all integers r 
(since τ is measuring preserving).

r=0

n−m+1

1
n→∞ r=0n-m+1

n−m+1

1
r=0n-m+1

n−m+1

r=0

n−m+1

r=0

n−m+1

k

k

k

k
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 It is interesting to consider the meaning of this proposition in light 
of the previous theorem. It gives an exact formula for the expectation of  
θq(ω(0, ⋅⋅⋅, n-1)). Hence, if we do N experiments SN :={ωa ∈ Ω|1≤a≤N}, 
the mean value of the set of corresponding k-mismatch counts  
ΓN := {θk

q(ωa(0, Λ, n-1)) | 1 ≤ a ≤ N} will tend to (n-m+1) ρ(Bk(q)) as N → ∞. This 
tells us nothing about the variation in the set of numbers ΓN. Thus, in order to 
estimate the possible deviation of θq(ω(0, ⋅⋅⋅, n-1)) from its expectation, we must 
calculate its variance. A formula for the variance of θq(ω(0, ⋅⋅⋅, n-1)) is derived in 
(Régnier et al. 1998), but it is computationally intractable for large values of n.
 On the other hand, the theorem of the last section gives us an estimate for 
the k-mismatch count θq(ω(0, ⋅⋅⋅, n-1)), where ω ∈ Ω is a single experiment. Its 
accuracy depends only on the length of the subsequence ω(0, ⋅⋅⋅, n-1) in ω. The 
problem remains, however, to calculate a bound for the error in this estimate. A 
careful examination of one or more of the known proofs of the ergodic theorem 
may provide insight on how to proceed.
 Note, also, that the calculation of ρ(Bk(q)) is not entirely trivial. This was 
done in (Melko et al. 2004) for strand-symmetric Bernoulli sequences, in which 
the underlying probability measure on A is assumed to satisfy ρA = ρT and  
ρC = ρG. The resulting closed-form formula derived there was referred to as the 
“perturbed Binomial distribution”. Strand symmetry is observed to be approxi-
mately true in the nucleotide sequences of many genomes. This symmetry is also 
known to biochemists as Chargaff’s second parity rule after its discoverer, Erwin 
Chargaff. Deviation from strand-symmetry in DNA sequences is given by two 
structural parameters, referred to as AT-skew and GC-skew. Either a closed-form 
expression or an algorithm should be given for calculating ρ(Bk(q)) when the 
probability measure on A does not satisfy strand-symmetry: i.e., AT-skew and 
GC-skew should be taken into account. 
 The distribution of nucleotides in actual DNA sequences is not homoge-
neous (with respect to location in the genome). Examples of this include the 
presence of CpG-islands already mentioned, and the presence of “isochores”. 
Thus it would be worthwhile, if possible, to extend the main result to the case 
where the probability distribution for each entry ωj in a Bernoulli sequence Ω 
varies with the index j. One problem here is that the Bernoulli shift is no longer 
measure preserving. Thus, one must produce an alternative measure preserving 
transformation. This simplest possibility along these lines is to consider a mea-
sure on Ω which is periodic with respect the index j. Then a power of the Ber-
noulli shift becomes measure preserving. A related problem would be to extend 
our result to Markov models. A “Markov shift” on Ω is discussed in (Billingsley 
1965).
 It may be also prove interesting to reformulate the main result in terms of 
von Neumann’s ergodic theorem. Indeed, one version of the proof of the indi-
vidual ergodic theorem in (Billingsley 1965) makes use of the unitary operator 
alluded to previously.
 Finally, we close with a phenomenological discussion, and some speculation. 
The random processes considered here are rather artificial in the sense that they 
don’t reflect the process by which DNA actually evolves. This observation also 
applies to the hidden Markov models discussed in (Durbin et al. 1998). The abil-
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ity of such models to detect CpG-islands reflects the fact that they capture some 
information about biochemical processes in DNA. However, the Markov process 
is assumed to progress along the length of the DNA sequence (from left to right, 
say) as if the location of a nucleotide in the sequence were a time parameter. This 
is clearly not how DNA evolves.
 It would be interesting to devise a more realistic model reflecting the nature 
of molecular evolution. The genome of an organism is, effectively, an information 
repository for proteins that carry out the functions of life. Mutations occur at the 
level of DNA in the form of insertion, deletion, and substitution of individual 
nucleotides (as well as recombination of potentially large segments). However, 
the process of selection is carried out at the level of proteins. A mutation in the 
DNA sequence of an organism can be ineffectual, or cause a change in a protein 
that either gives the mutant some advantage, or causes a fatal breakdown in some 
aspect of protein function. Figure 1 summarizes this relationship between DNA 
and the proteins it encodes. Note that the idea of insertion, deletion, and sub-
stitution of nucleotides has been used as a basis for scoring alignments of DNA 
sequences. An account of this can be found in (Waterman 1995).
 The recent paper (Karev et al. 2002) introduces a birth-death-innovation 
(BDI) model for the evolution of protein domains, which is based on the clas-
sical theory of branching processes (Feller 1968). The core of the BDI model is 
a “master equation”, which is a nonlinear system of ordinary differential equa-
tions. Asymptotically, this model is shown to produce a power-law distribution 
of protein domains, which is in agreement with experimental observation.
 This suggests developing a toy 1+1 lattice-type model of molecular evolution 
(similar to an Ising model of ferromagnetism). Here, our state space would be the 
space Ω of doubly infinite sequences over a finite alphabet, and we assume that 
the time variable is discrete. One way this model would differ from other lattice 
models is that it would allow the insertion/deletion (or creation/annihilation) of 
elements in a sequence. The BDI model of (Karev et al. 2002) might provide 
some insight on how to accomplish this. In particular, we would like to know if 
there are exactly solvable models of this type.

Figure 1: Relation of DNA mutation to birth-death-innovation models of protein evolution.
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