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ABSTRACT

 A rare-gas atomic cluster in the size range of 10-200 atoms can be prepared 
in either a liquid or solid state, an effect clearly seen in computer simulations 
and also to some extent in experiments.  Larger clusters have not been studied 
in detail, especially the liquid state.  Larger clusters prepared computationally 
initially in a liquid state seem to show a spontaneous, sharp transition to the 
solid.  To study this effect in detail, one must be able to efficiently simulate the 
dynamics of clusters with thousands or tens of thousands of atoms.  In order to 
meet these demands, high performance computing solutions and methods of 
improving and parallelizing the molecular dynamics program were investigated.  
A rack-mounted four node dual-processor cluster running the Clustermatic 
software package (developed at Los Alamos Labs)  was designed to meet the 
high processing demands.  This cluster has achieved a performance of 21.5 Gi-
gaFLOPS during initial testing using HPL, a benchmark based on matrix calcu-
lations.  The molecular dynamics program was parallelized using MPI (message 
passing interface).  We have run clusters up to 10,000 atoms, seeing a roughly 
7.7 factor speed increase, with results confirming the presence of the spontane-
ous transition from liquid to solid, which now appears to be ubiquitous for large 
clusters.
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INTRODUCTION

 The study of the properties of atomic clusters has entertained much research 
through both simulation and through experimentation.  These clusters, experi-
mentally formed in a vacuum by a jet and held together by dispersion forces, 
have many properties far different from that of bulk matter (Harris et al. 1984).  
Some of the more interesting properties of these clusters are the presence of liq-
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uid state at temperatures and pressures far below the triple point and evidence 
for a liquid-solid transition (Hahn, et al. 1988).
 Previous work suggests that the stability of the liquid phase of a cluster may 
be critically dependent upon its size.  In a constant energy simulation, a large 
liquid cluster may display a phase change as atoms desorb into the surrounding 
vacuum and the cluster cools.  In Figure 1, the temperature over time of two 
simulations is shown, consisting of 133 and 650 atoms.  The large temperature 
jump at approximately t*=3200 in the 650 atom run is an indication that a 
phase change has occurred, as the cluster changes from a cool liquid to a warmer 
solid.  However, the smaller 133 atom cluster does not display a phase change 
and instead remains a stable liquid throughout the run (Moore, et al. 2000).  All 
simulations were performed using the

Lennard-Jones force potential, shown below, to calculate the pairwise potential 

Figure 1. Temperature of the entire system as a function of time for two runs of differing sizes.  
The larger, 650 atom cluster displays a phase change from liquid to solid at t*≈3200 while the 
smaller cluster remains a liquid throughout.
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energy.  In the force potential, r is the interatomic distance, σ is the atomic 
diameter, and ε is a parameter describing the depth of the attractive forces.  In 
addition, all simulations were performed in dimensionless reduced units.  Re-
duced time, t*, is equivalent to (ε/mσ2)1/2t, reduced temperature is T* = kT/ε, 
and reduced distance is r* = r/σ.
 Under the temperatures the simulations are run, bulk matter cannot exist in 
a liquid state.  However, some clusters can exist as a liquid under these same con-
ditions.  In order to study how the properties of a cluster map onto those of the 
bulk, we have begun to turn the focus of our study towards much larger clusters.  
We have studied clusters of sizes ranging up to tens of thousands of atoms that 
display a liquid state.  Unfortunately, our computing requirements for studying 
these larger clusters scales quadratically as a function of the number of particles, 
leading to unfeasibly long calculation times.

METHOD

 One of the first methods investigated for minimizing the calculation times 
for large clusters was that of high performance computing.  This was due to the 
prevalence of high performance computing in molecular dynamics simulations 
as well as the raw, economical compute power offered by clusters.  As the cost to 
performance ratio of the cluster was of primary concern, we chose to construct a 
Linux based Beowulf computing cluster (Sterling, 2001).  A cluster consisting of 
five 1.8GHz dual Opteron nodes with 1GB of RAM and networked with gigabit 
Ethernet was designed with one node acting as master and the others as compute 
slaves.  The master node runs Fedora Core 3 Linux with Clustermatic 5, an open 
source collection of cluster software based upon BProc packaged by Los Alamos 
National Laboratories (Hendriks, 2002).  As with all BProc based clusters, the 
slave nodes run a minimal Linux kernel obtained from the master node over the 
network at boot time.  While not required, as the kernel and entire process space 
is located in RAM, each slave node is provided with a hard drive to be used as 
swap space.  Interprocess communication is handled by an implementation of 
MPI (Message Passing Interface), primarily MPICH (Dongarra , 1995, Gropp 
et al. 1997).  In order to eliminate the need for any file transfer from master to 
slave, the master’s /home directory is mounted on each slave node via NFS (Net-
work File System).
 Numerous mature programs such as NAMD and LAMMPS already exist 
that can be used for the simulation of atomic clusters (Phillips et al. 2005, Plimp-
ton, 1995).  However, our simulations are run on an object oriented molecular 
dynamics code written in C++ which has been developed in-house (Schneider-
man et al. 2004).  The use of in-house code has many benefits over other readily 
available packages.  Due in part to the streamlined nature of the code and lack 
of unnecessary features, one such advantage is that it has been designed to en-
able undergraduate students to quickly grasp the molecular dynamic calculations 
(Schneiderman et al. 2004).  In addition, the relatively simple and flexible code 
base has enabled students with no prior programming experience to become 
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contributors in computational chemistry research by tailoring the code to their 
needs through simple modifications.
 The molecular dynamics code used follows the Verlet velocity algorithm over 
the course of many thousand steps (Verlet, 1967).  A simplified primary loop 
structure of the non-parallelized code is shown below (Allen et al. 1987).

for(int i = 0; i < numSteps; ++i)
{
  move1();
  for( int j = 0; j < numAtoms; ++j)
  {
    for( int k = 1; k < numAtoms; ++k)
    {
      calculateForce(j,k);
    }
  }
  move2();
}

The outermost loop breaks the simulation up into a number of steps and, in 
combination with the time step dt, dictates the length of simulated time for 
which the simulation will be performed.  The method move1() updates the posi-
tions of the atoms based on the pair potentials from the previous step and then to 
advances the velocities from t to t + dt/2.  Then, for each atom, the force between 
it and all other atoms in the system must be calculated.  Following that, move2() 
advances the velocities from t+dt/2 to t+dt.
 Since each atom is frozen in time during the force call, any calculation 
upon a particle may be calculated independently of all others provided that the 
positions of all atoms in the system are properly updated when the force is cal-
culated.  As such, the algorithm can be easily divided into equal partitions to be 
distributed amongst multiple processors, while allowing for the basic algorithm 
to remain unchanged.  The basic structure of the parallelized molecular dynamics 
code is as follows.

for( int i = 0; i < numSteps; ++i )
{
  move1();
  MPI::COMM_WORLD.Allgatherv( 
    &posVect[ partitionStartIndex ],  // memory location of data to 
send
    numAtomsInPartition, customDataType,
    &posVect[ 0 ],                    // memory location to receive 
data
    arrayPartitionLengths, arrayPartitionMemDisplacements, custom-
DataType );
  for( int j = partitionStartIndex; j < partitionEndIndex; ++j )
  {
    for( int k = 0; k < numAtoms; ++k )
    {
      calculateForce(j,k);
    }
  }
  move2();
}
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The primary change to the algorithm is the partitioning of the pair potential 
calculation loop and the addition of a MPI communications call.  While every 
process in the cluster runs the same code and indeed the same binary, each pro-
cess is assigned a unique integer identifier between zero and the number of pro-
cesses in the communications world minus one.  With this and in combination 
with the total number of processes that are in the communications world, it is 
trivial to partition a list of items over a number of processes.  The variables par-
titionStartIndex and partitionEndIndex, unique to each process, are integer 
values that describe the subset of atoms that the pair potentials will be calculated 
for.  The methods move1() and move2(), have also been parallelized using the 
same constraints, thus parallelizing the entire algorithm.  Since the positions of 
all atoms in the system is essential, each process must communicate to all other 
processes the updated positions of its subset of atoms.  While other methods of 
communication are available, the MPI function Allgatherv() is especially well 
suited for this task as it gathers together partitions of variable length and then 
broadcasts the gathered data to all processes.  With these changes, the code can 
then be run on most any high performance computing system implementing 
MPI.

RESULTS

 With the parallelization of the molecular dynamics code, it has become 
feasible for clusters of a much larger size to be simulated.  As shown in Figure 
2, the benefit of parallelization even when run in a small parallel environment 
is apparent.  For a cluster of 8788 atoms over 1000 steps, the compute time for 
a single process was 35m34s.  However, when utilizing all eight processors of 
the dedicated, rack mounted cluster, the compute time was reduced to 4m38s, 
a 7.68-fold speedup with an efficiency of 96%.  An example of the benefits of 
the speed increases can be seen in Figure 3.  For the 13500 atom cluster, an 
equivalent, non-parallel simulation would have taken over 80 days to complete, 
whereas the parallelized version completed execution in less than 11 days.
 While larger clusters initially display a liquid state, our simulations indicate 
that only the smaller clusters such as the 133 atom cluster shown in Figure 1 
have a liquid state that is indefinitely stable.  The three runs for larger clusters 
shown in the potential energy graph Figure 3 all display a sharply occurring 
phase transition as indicated by the drop in potential energy.  We have observed 
that the likelihood that a cluster will not have a stable liquid state increases with 
cluster size.  Clusters on the order of thousands of atoms may initially display 
a liquid state however, our results indicate that a phase transition to the solid is 
inevitable.  
 

DISCUSSION

 A frequent barrier to simulations run in high performance computing envi-
ronments is the cost of the hardware.  With the prevalence of computer labs in 
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Figure 2.  Time for job completion on two different Beowulf clusters for a varying number of 
processors.  The rack mounted cluster on a 1Gbps network scales well as more processors are 
added.  However, the computer lab cluster quickly reaches a saturation point due to network 
limitations.
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Figure 3.  Potential energy as a function of time for three clusters of differing sizes.  All three 
clusters begin as a liquid and make a spontaneous phase transition to the solid as evidenced by 
the sharp drop in the potential energy of the system.



Proceedings of the South Dakota Academy of Science, Vol. 85 (2006) 69

educational environments, it is tempting to harness the computing power of an 
unused lab.  This can be achieved with no risk of damage to existing software due 
to BProc and hence Clustermatic’s ability for slave nodes to operate fully without 
a hard drive.  In order to harness unused computer labs on our campus, we used 
a generic Linux computer running Fedora Core 3, installed Clustermatic 5, and 
configured it to be a master node.  When a lab becomes available for use, we 
place the master node on the same network subnet as the computer lab.  Then for 
each lab computer, we insert the Clustermatic installation CD, which doubles 
as a boot disc, and reboot.  Since each computer in a lab is already connected to 
the same network, no communication setup is required.  The nodes then regis-
ter with the master node and obtain the functional kernel.  Once all the nodes 
have booted, the cluster operates identically to that of our rack mounted cluster.  
When issued a reboot command from the master node with the CDs no longer 
in the machines, the lab computers will boot back to their normal operating state 
having had no data written or read from their hard drives.  For a lab of 12 com-
puters, the cluster can be up and running in less than 15 minutes and the return 
to normal operation takes even less time.  While the use of computer labs has 
offered us a great resource, it should be noted that the slower speed and higher 
latency of the computer lab’s network inhibits the scalability of the program, as 
seen in Figure 4.  In the cluster of 8788 atoms, the saturation point, or point be-
yond which processor utilization is not optimal, is quickly reached for the paral-
lel code (Saavedra-Barrera et al. 1990).  Better performance is achieved however, 
with clusters of a larger size.  As the number of atoms in a simulation increases, 
the communication to computation ratio decreases, lifting the bottleneck on the 
slower network.  As shown in Figure 4, for each successively larger simulation, 
the scalability of the code is increased.  The ease of utilization and especially the 
cost effectiveness of the use of computer labs as a high performance computing 
resource has enabled us to utilize them as a valuable tool for processing large 
amounts of data with little to no initial costs.
 While parallelization has decreased drastically the required computation 
time required for a large system, the simulation still scales as O(N^2/P) with N 
as the number of particles in the system and P as the number of processors used 
in the calculation.  In order to combat this, we have recently added the common 
practice of neighbor listing to our molecular dynamics code.  Neighbor listing 
considers all forces beyond a certain radius to be zero and conserves energy by 
scaling the potential energy down to zero at that radius rather than discontinu-
ously dropping the energy to zero.  As such, computation time for large systems 
can be decreased to O(N log(N)/P) or even O(N/P) (Plimpton, 1995).
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